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Introduction

In the past, most of applications perform very well on traditional

architecture. (blue line)

However, modern applications need lots of ¢

during run time. (red line)
* Neural network
« (Genome sequencing
» Graph processing

Because of small size of cache, CPU has to
spend a lot of time to access data in
memory/storage.
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Introduction

Processing-in-memory (PIM)

We need to process data near/in the memory

To support PIM in modern architectures

« processing using memory : E.g., Neural network computation on ReRAM.
e processing near memory : E.g., UPMEM DPU.

* The objective of this work is to enable a strong understanding of the
characterizations and design tradeoffs of UPMEM DPU.

Processing near memory

Processing using memory Command / Result
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Background: UPMEM DPU|1]

 UPMEM DRAM Processing Units (DPU)
 ADPU is a 32-bit RISC core with 24 hardware threads (tasklets)
« 24KB IRAM (instruction memory )
« 64KB WRAM (working memory , i.e. cache)
 64MB MRAM (main memory , i.e. DRAM bank)

PIM DRAM Chip

( “ r N\ ) ,"/ L_’ IRAM >
N Host | [ Host 1 .

Host 4~ \\o2)  (ORAM) ) <| | DRAM Bank

0s 2PL 371 MRAM
CPU \ (" { \ ( \I'/\ >
M [ PIM PIM | WRAM
DRAM | | DRAM
\ ~————— \_4\31

Data transfer between CPU and DPU

[1] Devaux, Fabrice. "The true processing in memory accelerator." 2019 IEEE Hot Chips 31 Symposium (HCS). IEEE Computer Society, 2019.



Background: UPMEM DPU|1]

* DPU constraints and limitation
* CPU access MRAM only by transfer APIs
» Granularity of communication: Rank

« Data transfer and DPU execution can’t work concurrently

* No data sharing among DPUs

a Send command and input data to DPU
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Background: RNA-seq Quantification

* RNA sequences(RNA-seq) quantification
« To know the quality of a set of sequences

* The most time-consuming step is read alignment step
« The inputs are reads and transcriptome
« The output is a similarity class

_— Alignment —,

Reads Transcriptome Tra"fcr'pt
T0 -
T !
T2 :
update

Similarity
Class




Background: kallisto |2]

e kallisto implementation
e de Bruijn Graph — hash table (k-mer, contig)
e Contig array — In which transcripts the contig appears

Hash table
\\\ k'mer contig'ID Cont-ig array
‘: AAT 0 Il :
: I o o o o o o o o o o o o o ] ’1” Contig 0 : Tl T2 T3
; ATT 0 1. he——
;."’O—’O FrIoIIIizIIizIzzzzzzziziy g « Contig 1 i T1 T2 i
A ; TTA 0 ||, CIIIIIIIIIIIII
T . (oo /| |« Contig2 | T3
“I-- Contig 0 — AATTA / eI 2 E—
\ ’ 1 L
T2 [JAATTAC------ \  Contig 1 — TAC...’ LA 2 !
\ .
T3 AATTA’A\ ______ ~ Contlg 2 - TAA...

[2] Bray, Nicolas L., et al. "Near-optimal probabilistic RNA-seq quantification." Nature biotechnology 34.5 (2016): 525-527.



Background: kallisto |2]

T1
T2
T3

e kallisto implementation

e de Bruijn Graph — hash table (k-mer, contig)

e Cor’

k-mer (length k substring)
ATAGCTA <«--- Read

—————————

“©-Contig 0 — AATTA /
|\
\

Contig 1 — TAC...-"
'S Contig 2 — TAA...

ATAGCTA <«-- Seq A
TTAGCAA <«-- Seq B

Contig (overlap between sequences)

ontig array

g0 {T1 T2 T3

ig 1

/ /,1 Contig 2 3

[2] Bray, Nicolas L., et al. "Near-optimal probabilistic RNA-seq quantification." Nature biotechnology 34.5 (2016): 525-527.




Background: kallisto

e Read mapping

e Hash k-mers in read to nodes in the graph

R1

AATTACCGGA

Nrs hashing
TAC

Hash table
k-mer contig-ID
[ AAT 0
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i_'_'é_l:-_[::::::::::::::_?::::i‘
FTTA o |
{TAC 1 i
:::::::::::::::::::::::::::
' TAA 2
e e, e, e ] 1

Contig array
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Background: kallisto

e Read mapping

e Hash k-mers in read to nodes in the graph

R1

AATTACCGGA

Nrs hashing
TAC

Hash table
k-mer contig-ID
L AAT Q.
:::::::::::::::::::::::::::
i::'?‘:-l_:-_l-::_'_'::_'_'::_'_'::_@:::_j‘
L TTA 0 i
FTAC T
:::::::::::::::::::.‘:::::::
' TAA 2
e e, e, e ] 1

Contig array
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Background: kallisto

e Read mapping

e Hash k-mers in read to nodes in the graph

R1 [ AATTACCGGA
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Background: kallisto

e Read mapping

e Hash k-mers in read to nodes in the graph
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Motivation

e Sequencing usually needs large number of reads (10M-100M).

e PIM is a possible way to increase application throughput

e Sequencing on UPMEM system may have some concerns
e DPU constrains: e.g. no data sharing between DPUs
e Frequent data movement between CPU and DPU
e DPU-based software design

e We choose RNA-seq quantification to be a case study,

understanding the characteristics of sequencing on UPMEM.

17
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RNA-seq Quantification on DPU

» Design overview of DPU-based kallisto(D_kallisto)

 The communication thread is responsible for reads transfer and waiting for the result.
* The working thread is responsible for intersection task.

° Communication threads
------------------- prepare read packets —————————————

a Communication threads

: get result =~ Push ===-» Global queue == Pop --=
1
DPU execution A I \/ e
1 1
Working threads
om== DPU#0 |fmg do int ti
o’ LN Hash table O Intersection
" \l ]l ||=]|w]|© £ ol | | I A | S | € .
e I 1 1 1 1 1 - |
" 1Y & & nq:, &, &, & o @ @ 4 @ @ i+ 8 Contig-ID :
| AAT [ p-m-mmeeee- IR @ Zlle||le|le||lce|lc 2 e mmmm Contig array
1 AAA I 1|1 ‘\‘ | AAT %] =\
I \4-.==========: | - . . : S 1N
T Matched }-|1 % oo i A 4 4 4 4 P oAt 4] iq0 ' T1T2 T3 . H
T ::::::::::::-,’ : SN i | | Parallel transfer! Parallel transfer 1 AT o P Contigh 4 T 72 T3 |
| [ - - A ! ! | | | : e Ty . e ———
: L i 3 v I TTA o | |7 Contig1 | 1172 1
i e e I |, I
ey e ey ey ey Py L . ey
‘\ ID array : 157 .i‘l. : TAC 1 V % Contig2 ' 711 713 :
) N il A L LI DO CE L L O LI iy et !
1 )
———=  DPU set DPU set j T 2

: Simple version of
Hash table E data stEuctur'e in kallisto
--1 Hashtable |[¢------------meeeon—- is transferred into DPU set  ---=-=-============-2
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Design Challenges and Tradeofts

* Challenges

1. Hash tables can be larger than 64MB (DPU MRAM size).

A. Replacement policy

B. Split policy

2. Programming issues caused by limited size of DPU WRAM.

A. long cache
B. 128-byte cache

More number of tasklets in execution,

the less WRAM space each tasklet can be allocated.

L

DPU #0
I
-~ Hash T
'[ ash Table 4‘8—’. 64MB
e > 64MB AN

||| DRAM Bank
a MRAM

- m tasklets

‘: Tasklet #m-1
Tasklet #m
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Large Hash table: Replacement Policy

* Replacement policy

« All the available DPUs to obtain the same sub-table at the same time
 Pors: Maintain the parallelism of design [ Table ][ Table ]

« Cons: Lead to frequent data transfers and DPU executions
# processed reads = n

DRI >
Q Read 0 Read 1 Read 2 Read 3 Read 4 Read 5 | .- | Read n [ Hash Table ]
...... e e DPU O DPU 1 DPU 2 DPU 3 DPU 4 DPUS | ....| DPUn
Spanananananan >
# DPU execution = k t
' © ( Table | [ Table | [ Table | [ Table | [ Table | [ Table | [ Table
i 0o Juro JLo Jrso jJreo Jeo J o
i o [ Table | ( Table | [ Table | [ Table | [ Table | ([ Table | ( Table
# table transfer = k | .1 JL 1 Ju 1 JL 1 )L 1 JL 1 | 1
i i (Table ) [ Table ) [ Table ) ( Table | ( Table | ( Table ) [ Table
\i': . k-1 J U k1 JLU k1 JU k1 JU k1 JU k1 | k-1 .



Large Hash table: Split Pollgy

Table Table Table
 Split policy | | |

» Every k DPUs to obtain the different sub-tables at the same time
« Pors: Only one DPU execution and table transfer [ nEElD TRl ]

« Cons: Lead to degradation of parallelism degree
# processed reads =

€emmmmmmmmmmmmmmmmmmmmmmmmommmommmmommmmmmemmmmmmmmmmmmmmmmmmmmmmmmmmmmemmmmememmmmmemmmmeeemmmmeemmm3
© || Read 0 Read0 | - | Read 0 Read 1 Read 1 | - | Read1 -+ | Read n/k

]

# DPU execution = 1 fe DPU 0O DPU 1 -« | DPU k-1 DPU k DPU k+1 | =« | DPU 2k-1 DPU n

(independence with k) t

j table transfer = 1 Table | ( Table Table Table ) [ Table Table Table

(independence with J’G 0 1 k-1 0 1 k-1 k-1

k
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Experimental Result:
Split Policy vs Replacement Policy

« Execution time breakdown.

« Replacement policy incurs lots of data transfer between CPU
and DPU.

100 — = 100 M Transfer table time
ransfer table time =
— m Transfer reads time ‘(;; S
7 : <, L DPU run time o
~ 80 -{|mDPU runtime @ 80 Transfer result time
Q Transfer result time E M porcess result time
.g 60 - M porcess result time = 60 - ] —
g e _—
c -
-3 40 - - : 40 1
Y - — (14
=
il U N G
ol @ B g | | |
1rank 2 ranks 4 ranks 8 ranks 1 rank 2 ranks 4 ranks 8 ranks

(a) Split policy. (b) Replacement policy



Experimental Result:
Split Policy vs Replacement Policy

D_kallisto with replacement policy is less efficient than CPU-

based kallisto.

Split policy performs much better with large data size.
__1600 50 5-' 1600
W 1400 {7'D_kallisto 3 W 1400 || D-kallisto
O mkallisto 40 < jrey M kallisto
o |+-D_kallisto (throughpuyt) « @ 1200 |4 p_kallisto (throughput)
§ 1000 1. kallisto (throughput) 303 § TP00 | =kaliste throughpet)
= 800 - € | * 300
g 600 20 = g 600 - o -
Z 400 - 10 f" 02 400 - St i
200 1 g 200 ——
0 - -0 Q 0 = — :
#reads 100K im 10M 100M - # reads 100K imMm 10M 100M
(a) Spl't nolicv (h) Renlacement policy

e 8 8 8 8
(s/sppau ,01) Jndybnoay

o

in DPU system.

Frequently data transfersisamnm overhead

UPMEM DPU system is a material suitable
for large data size workloads.
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DPU Programming Issues: Long Cache

* Long cache
« Avoid mutex locks to maintain the program efficiency.
« Long cache keeps all results in WRAM until all reads are processed.

\i No mutex lock required MRAM

|

i

1 I ————————————————————————————————
Tasklet 0 | Size = Number Qf___l_(.:mer-sr= ................... P . s\‘

i result_id_cache |:|:|:| : OUtpUt {:[int64t result id [ | [ | |‘] :

1 I i
| | - |
: PeadS_CaChe I GGACCCC o oI : : char reads I ATACCCC ...:“,.-" GGACCCC... 0 I :
T -

1 I ] [ I
Tasklet 1 ! Size = Number of kmers| nput 44 [ ——— |

: result_id_cache D:D et : ....................................................... S ——eerrer,r ,erp ,ep e—/—mnm—— y

1

N . e e e e ——————— e ‘I'

@) This implementation results in limited numbers of reads and tasklets .



DPU Programming Issues: 128-byte Cache

« 128-byte cache and mutex lock
* We reduce cache size to 128 bytes (16 x 64 bits) [3].

 Although it needs a mutex lock in MRAM, it increases the size of read
packet.

——————————————————————

\
reads_cache | ATACCCC eeess]

l 1 Need a mutex lock
| I ’
! : but not very often now MRAM
TaSklet 0 : Size = 16 _____________________ : ------------------------ ',a-—————— ------------------------ ~
e M T T . \
| result_id_cache CT 1] ! ’( ------- ] 1
| R tions,imark [ATTIA]2] e+ ;
I e S
1 P Y -1 I A I
: reads_cache | GGACCCC I ...... L output {: miea tresutid T T 1T :
‘‘‘‘‘‘‘‘ I I
1 . _ 1 1 1
Size = 16
Tasklet 1 | . ; ! | Char reads [ATACCCC weres GGACCCCoree] |
j result_id_cache [ [ [ J---- . i I
I
l\\ ,/' mPUt '\ Hash table ]
""""""""""" (% _ R4
We can increase the size of read packet.
[3] Gébmez-Luna, Juan, et al. "Benchmarking a new paradigm: An experimental analysis of 29

a real processing-in-memory architecture." arXiv preprint arXiv:2105.03814 (2021).



Experimental Result:
Long Cache vs 128-byte Cache

* Long cache: The highest speedup is 2.5X with 11 tasklets
« 128-byte cache: The highest speedup is 3.16X with 10 tasklets

200 21 = 200 21
= ~3.16X =
MAX number of |Reads packet size| MAX number - 19 o » 19 o
— ] reads (byte) of tasklets 17 c —_ : c
v 150 20 ~3 KB 11 Q n 150 - 17 @
(o)) - 15 3 Q MAX number Reads packet | MAX number | [ 15 =2
E 100 | 13-2 E 100 of reads size (byte) of tasklets 13 -g
= ~2.5X - = 800 ~ 120 KB 24 -
a— ? 11 = - ; 1 =
g 50 - -9 2 g 50 - L9 2
3 3
14 "7 3 o -7 8
0 - -5 & 0 - e -5 &
#tasklets 1 2 3 4 5 6 7 8 9 10 11 > #tasklets 1 3 5 7 9 11 13 15 17 19 21 23 @
mTime -~Throughput mTime -=Throughput
(a) Performance of D_kallisto with long cache (b) Performance of D_kallisto with 128-byte cache and mutex lock

WRAM is expensive, we have to design the data flow
carefully during DPU-based programming.
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Conclusion

 We implement D_kallisto to help communities more
understand the DPU-based programming

* Aseries of experiments is built and conducted to characterize
the tradeoff between the overall performance and the
hardware/software constraints of DPUs

« Suggestions and consideration of the DPU programming are

also presented in this work

* Frequently data transfers will become an overhead
* We should use WRAM with fine-grained design in DPU programming

32



